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AMDIS Lit Review  ·  2016

The EHR Honeymoon Ends

ѡШШÉĦƖĲĲŰШƣŔůĲШĦŸůƓũċŔŰƣШŊŸĲƚШůċŔŰƚƣƖĲċůШ
у patients losing their doctors to the 
screen

ѡШШEcÅШŔŰĤŸǂШĤƨƖĬĲŰШƕƨċŰƣŔŉŔĲĬШу JAMA 
makes the notification tax official

ѡШШÉ~ ÅÑШŸŰШ[cfÅШċƖƖŔƻĲƚШƕƨŔĲƣũǃШу the API 
standard that will reshape the next decade

"With wider use of EHRs, physicians 
increasingly receive notifications щ test 
results, referrals, messages. The burden was 
real, and growing."









































Now onto the 
papers !



Themes for 
2026

ÅChart Summarization Tools
ÅAI outperforms, oh wait no it 
ĬŸĲƚŰќƣ
ÅCDS stuff (because of course)
ÅÉƣƨŉŉШfШĦŸƨũĬŰќƣШŉŔƣШŔŰƣŸШċШ

category
ÅNews and other fun stuff like 

lawsuits



JAMA Network Open · August 2025 · Small, Austrian, O'Donnell et al. · NYU Langone Health

Can an EHR-Embedded LLM Write a Better
Hospital Course Than Your Residents?

T H E  P R O B L E M

Hospital course notes have become longer, more redundant, and less 
accurate τ driven by rising patient complexity, shift handoffs, and copy-
forward behavior. They are a major source of burnout and a known 
patient safety risk.

In December 2023, Epic released an EHR-embedded LLM hospital course 
summarization tool to its customers. This study τ using 
real resident physicians, real patients, and real time pressure τ asked: 
does it actually help?
[MEME: Resident writing discharge summary at 2am / 'I'm too tired to summarize what I summarized 
yesterday']

100
Real admissions reviewed

(LOS 4ς8 days, NYU Langone, Dec 2023)

3 min
Time given to residents to edit

each hospital course toward
the 4Cs quality standard

THE  4C s STAND ARD

ṉ Complete

ṉ Concise

ṉ Cohesive

 Confabulation-free



HOW THEY TESTED IT  ·  WHAT THEY FOUND

T H E  D E S I G N

1

Epic LLM vs. Physician Draft

Each of 100 admissions had one LLM-generated and one 

physician-written hospital course. Residents were blinded to 
which was which.

2

10 min EHR review, 3 min to edit

Simulating real clinical time pressure. 10 IM residents edited 

each HC toward the 4Cs standard τ in random A/B order.

3

Attending Hospitalist Rating

8 attending hospitalists (no prior study exposure) reviewed 

edited pairs and rated each on all four 4Cs dimensions via 5-
point Likert scales.

4

Editing metrics analyzed

Percentage of text changed, semantic shift (how much the 

meaning changed), characters added vs. removed τ all 
quantified computationally.

R E S U L T S

31.5%
LLM HC edited

vs. 44.8% physician
(p<0.001)

82.3%
More characters added

to physician HCs
(p<0.001)

ATTENDING RATINGS:

10-pt scale  |  0 = tied  |  positive = LLM better  |  negative = physician better

Complete +3.0 SD 5.3 p<0.001 ṉ

LLM significantly better τ more consistent structure

Concise ī1.0 SD 6.1 p=0.20 ns

Not significant τ raters widely disagreed (high SD)

Cohesive +0.7 SD 6.1 p=0.60 ns

Not significant τ raters widely disagreed (high SD)

Confabulation-free ī1.0 SD 3.5 p=0.002 ṉ

Significant τ raters agreed LLM had more hallucinations

WHAT WENT WRONG:
Event sequencing errors & garbled timelines τ context window limits forced the tool to 
summarize summaries of summaries, scrambling the chronological order.

For CMIOs: The LLM writes better summaries but hallucinates more τ and 
residents can't catch it in 3 minutes. Confabulation detection requires 
governance, not just workflow adoption.Small WR et al. Evaluating Hospital Course Summarization by an EHR-Based Large Language Model. 

JAMA Network Open. 2025;8(8):e2526339.



MedAgentBrief
AI-Generated Hospital Course Summaries  ·  Stanford Health Care  ·  medRxiv Feb 2026

T H E  P R O B L E M

Discharge summaries are critical for safe handoffs τ yet 
writing the hospital course is among the most burdensome 
tasks in hospital medicine. It fuels 'pajama time,' burnout, 
and care transition errors.

T H E  I N T E R V E N T I O N

RETRIEVE

FHIR calls pull
H&P + progress notes

SYNTHESIZE

Gemini 2.5 Pro
3-stage agentic 

pipeline

DELIVER

{ŜŎǳǊŜ ŜƳŀƛƭ Ҧ I¢a[
+ copy-to-Epic button

Nightly run · Reviewed by physicians each AM · Optional use · Paste directly into Epic

T H E  S T U D Y

384
Hospital

Discharges

1,274
AI Summaries

Generated

11
Hospitalist
Physicians

~10 wks
Prospective
Pilot Period

T E C H  S T A C K

LLM: Gemini 2.5 Pro (Google)

EHR: Epic Systems Corporation

Data: FHIR API + LangChain on Databricks

Delivery: HIPAA-compliant MuleSoft email

Grolleau et al. · medRxiv 2026 · Stanford Health Care · AMDIS PCC 2026



Results: Safety & Utilization
LLM: Gemini 2.5 Pro  ·  EHR: Epic  ·  N = 384 discharges

57%
Utilization Rate

219 / 384 discharges used AI content

88%
No Harm (unedited)

1% moderate harm · 0% severe or fatal

98%
Harm Deemed Unlikely

Physicians rated harm as 'unlikely' or 'extremely 
unlikely'

HARM SCALE BREAKDOWN  (AHRQ Common Format)

No Harm 88%

Mild Harm 11%

Moderate Harm 1%

Severe / Fatal 0%

BURNOUT BONUS: Physician Work Exhaustion (PFI) dropped 31% τ from 1.75 to 1.20 (P = .03). The real win may be mental, 
not just minutes.

Grolleau et al. · medRxiv 2026 · Stanford Health Care · AMDIS PCC 2026



Results: Error Profile Deep Dive
Physician feedback on 100 reviewed summaries (40% response rate for utilized cases)

OMISSION 25%

Clinically important info present in the chart was left out of the narrative

Examples:

ω 5ƛǎŎƘŀǊƎŜ Ǉƭŀƴǎ ŦƻǊ ǎǘŀōƭŜ ŎƘǊƻƴƛŎ ŎƻƴŘƛǘƛƻƴǎ ǳƴŎƘŀƴƎŜŘ ŦǊƻƳ ōŀǎŜƭƛƴŜ
ω LƴŎƻƳǇƭŜǘŜ ŎƻƴǾŜȅŀƴŎŜ ƻŦ ŘƛŀƎƴƻǎǘƛŎ ǳƴŎŜǊǘŀƛƴǘȅ ƻǊ ŎƻƳǇŜǘƛƴƎ ŘƛŀƎƴƻǎŜǎ
ω 5Ŝǘŀƛƭǎ ƳŜƴǘƛƻƴŜŘ ōǳǘ ƴƻǘ ƎƛǾŜƴ ǎǳŦŦƛŎƛŜƴǘ ŜƳǇƘŀǎƛǎ όŜΦƎΦΣ Ŧƛƴŀƭ ƭŀō ǊŜǎǳƭǘǎ Řŀȅ-of-
discharge)

Most common. Rarely altered immediate management τ caught on review.

INACCURACY 20%

Factually incorrect info, contradicts the chart, or misrepresents clinical certainty

Examples:

ω {ǘŀǘƛƴƎ ŀ ŘƛŀƎƴƻǎƛǎ ŀǎ ŎƻƴŦƛǊƳŜŘ ǿƘŜƴ ƛǘ ǿŀǎ ǎǘƛƭƭ ǳƴŘŜǊ ŜǾŀƭǳŀǘƛƻƴ
ω LƴŎƻǊǊŜŎǘ ǘƛƳƛƴƎ ƻŦ ŎƭƛƴƛŎŀƭ ŜǾŜƴǘǎ όŜΦƎΦΣ Řŀȅ ǎȅƳǇǘƻƳ ƻƴǎŜǘ ƻǊ ǊŜǎƻƭǳǘƛƻƴύ
ω aƛǎŀǘǘǊƛōǳǘƛƴƎ ŀ ŦƛƴŘƛƴƎ ǘƻ ǘƘŜ ǿǊƻƴƎ ƻǊƎŀƴ ǎȅǎǘŜƳ ƻǊ ƳŜŘƛŎŀǘƛƻƴ

Represents grounding failures τ mitigated by RAG and verification steps.

HALLUCINATION 2%

Fabricated information with no correspondence to anything in the patient's chart

Examples:

ω LƴǾŜƴǘŜŘ ǇǊƻŎŜŘǳǊŜ ƻǊ ǘŜǎǘ ƴƻǘ ǇǊŜǎŜƴǘ ƛƴ ǘƘŜ ǊŜŎƻǊŘ
ω CƛŎǘƛǘƛƻǳǎ ƳŜŘƛŎŀǘƛƻƴ ƴŀƳŜ ƻǊ ŘƻǎŜ
ω bƻƴ-existent consultant recommendation cited in summary

Rare τ 3-stage agentic verification reduced this from >40% in zero-shot LLMs.

WRONG CITATION 0%

A reference link pointed to a source note that did not support the statement

Examples:

ω bƻƴŜ ǊŜǇƻǊǘŜŘ ƛƴ ǘƘƛǎ Ǉƛƭƻǘ τ inline citation system worked as intended
ω 9ŀŎƘ !L ǎǘŀǘŜƳŜƴǘ ƭƛƴƪŜŘ ŘƛǊŜŎǘƭȅ ǘƻ ǘƘŜ ǎƻǳǊŎŜ ƴƻǘŜ ƛƴ ǘƘŜ I¢a[ ŦƛƭŜ
ω tƘȅǎƛŎƛŀƴǎ ŎƻǳƭŘ ǾŜǊƛŦȅ ǇǊƻǾŜƴŀƴŎŜ ōŜŦƻǊŜ ǇŀǎǘƛƴƎ ƛƴǘƻ 9ǇƛŎ

Zero incidents. The citation architecture may be a key safety feature.

Grolleau et al. · medRxiv 2026 · Stanford Health Care · AMDIS PCC 2026



EHR-Integrated AI Chart Review
Qualitative Physician Feedback on LLM Note Summarization  ·  UC San Diego Health  ·  npj Health Systems 2026

T H E  P R O B L E M

Note bloat is real: note length has increased 60% over the past 
decade. Physicians spend over 5 minutes reviewing a single 
chart. AI summarization promises relief τ but real-world 
prospective feedback was lacking.

T H E  I N T E R V E N T I O N

LLM: OpenAI GPT-4 (March 2023 version)

EHR: Epic Systems τ native integration

Scope: Discharge, ED, & outpatient clinic notes

Limit: 8,192 token context window

Prompt: Single static prompt across all sites

Pre-deployment QI safety assessment  ·  Test environment with real patient records  ·  
AugςSep 2024

T H E  S T U D Y

208
AI Summaries

Generated

147
Free-Text

Feedback Responses

10
Physicians

(6 EM · 4 Primary Care)

0.64
Cohen's Kappa

(Substantial Agreement)

A N A L Y S I S  M E T H O D

Free-text feedback qualitatively coded by 2 expert physician informaticists 
using MAXQDA ǎƻŦǘǿŀǊŜΦ Lƴƛǘƛŀƭ ŎƻŘƛƴƎ Ҧ ƘŀǊƳƻƴƛȊŀǘƛƻƴ ǘƻ мм ŎƻŘŜǎ Ҧ 
second independent coding round. Cohen's Kappa validated substantial 
inter-rater reliability.

Kahl et al. · npj Health Systems 2026 · UC San Diego Health · AMDIS PCC 2026



Results: What Physicians Actually Said
LLM: GPT-4 (Mar 2023)  ·  EHR: Epic  ·  n = 147 free-text feedback responses  ·  221 coded instances

FEEDBACK CATEGORIES  (n = 221 coded instances)

Positive / Accurate n=71

Missing Information n=46

Token Limit Truncation n=27

Formatting Issues n=23

Confusing Content n=20

Irrelevant Information n=17

Hallucination / Error n=5

Bias n=1

64% Positive 36% Negative

133 vs 75 on discrete vendor 
feedback  ·  Free-text revealed 
additional nuance not captured in 
structured ratings

KEY FINDINGS & REAL EXAMPLES

Omissions > Hallucinations

Missing info (n=46) dwarfs hallucinations (n=5). And it's harder to 
catch τ you can't notice what isn't there.

 "It would have been good if the summary mentioned she is being 
worked up for a renal transplant τ this was in the notes."

Token Limits Are a Real Ceiling

8,192 token limit truncated many summaries. Long notes from note-
bloat ironically break the tool designed to fight note-bloat.

 "Token limit restricted summary to only 2 notes, which was very 
limiting."

Hallucination: A Patient Safety Signal

Severity substitution is the scariest failure mode τ wrong disease 
stage could change management.

 "CARDS visit noted Severe AS τ AI summary said Moderate AS."

AI Bias: An Emerging Concern
One case: PMDD symptoms omitted despite active medication 
changes. May reflect training data bias.

 "Is it possible the LLM is biased not to consider bothersome symptoms 
of women?"

BOTTOM LINE: AI chart review is acceptable as a starting point τ not a replacement for manual review. Single static prompt + 8K token limit 

= avoidable failures. Specialty-specific prompts and larger context windows are the obvious next step.

Kahl et al. · npj Health Systems 2026 · UC San Diego Health · AMDIS PCC 2026



Can GPT -4 Do Your Pre -

Charting?
Feasibility of Automated Precharting Using GPT-4 in New Specialty Referrals  |  AMIA 
Proceedings

THE PROBLEM:

Precharting τ reviewing labs, notes, imaging before a visit τ is one of the most 
time-consuming EHR tasks. ENT docs spend 70 min/clinic day in the EHR, 57% in 
chart review and note writing.

THE APPROACH:

Stanford built a GPT-4 pipeline to auto-generate pre-visit summaries for new ENT 
referrals with nasal congestion τ answering 6 structured clinical questions from 
up to 12 months of EHR data.

THE RESULT:

95% agreement with physician consensus in retrospective testing. In prospective 
pilot, 69ς75% intent to use τ but only 42ς49% felt it saved time. The accuracy 
was there. The workflow wasn't.

S T U D Y  S N A P S H O T

Where

Stanford Health Care
(ENT clinic, single site)

Design

Iterative build +
prospective pilot (6 wks)

Patients

25 new ENT referrals
(nasal congestion)

Pilot MDs

3 ENT + 2 IM physicians

Model

Azure OpenAI GPT-4 32k
(PHI-compliant)

Dates

Feb 12 ς Mar 26, 2024

Liang AS et al. AMIA Annual Symposium Proceedings. pp. 312ς321.



HOW THE PIPELINE WORKED

The GPT-4 Pipeline (Final Design)

Input EHR notes past 12 months (excl. phone/portal) + 
all prior HENT CT/MRI imaging reports

Token fix If >32k tokens: pre-summarize notes >600 tokens 
down to 4 sentences (iteratively)

Prompting GPT-4 answers 6 structured Yes/No/No-mention 

clinical questions about the patient

ENT notes Separately summarize any prior ENT notes in 2 
sentences

Output Collated summary delivered to clinician before 
the visit τ copied manually into note

Why 600? Tested 500, 600, 1000-token thresholds τ 600 
balanced detail vs. processing in 75% of cases

The 6 Clinical Questions (Iteration 2)

Q1 Y/N/NMDiscolored/thick nasal discharge or purulent 
drainage?

Q2 Y/N/NM
Facial pressure, headache, or facial pain?

Q3 Y/N/NM
Intranasal steroid use (Flonase, Nasonex, etc.)?

Q4 Summary
Nose/sinus-related imaging results (CT/MRI)?

Q5 Y/N/NM
Was referral placed by an ENT/otolaryngologist?

Q6 Summary
Summary of prior ENT notes (2 sentences)?

Context window problem: even a single note can be 57,391 tokens. Aggregate 
patient input averaged 27,541 tokens τ nearly at the 32k limit.



RESULTS  +  SO WHAT?

95%
agreement with

physician consensus

Retrospective test (4 pts)

75%
ENT intent to use

(as-is or with edits)

Prospective pilot

42%
felt it saved time
(ENT physicians)

The gap that matters

69%
overall intent

to use

All 5 reviewers

The accuracy is there

95% agreement outperforms 
physician-physician inter-rater 
agreement (81ς83%). The tool is 
better at finding objective facts 

than human reviewers who are 
rushed.

The gap is real: use vs. time 
savings

75% want to use it, but only 42% 
say it saves time. Why? Copy-
paste workflow + they still had to 
verify every answer to trust it. 
Sound familiar?

Subjective > Objective τ 
backwards

GPT-4 was better at objective 
findings (imaging results, steroid 
use, prior ENT notes) than 
subjective symptoms (purulent 

discharge, facial pain). Classic 
LLM pattern.

Limitations: single site, single specialty, n=25 patients, no external EHR data, manual copy-paste workflow τ all addressable in production.



AI Clinical 
Evaluations

Å fШĤĲƣƣĲƖШƣőċŰШƣőĲШĬŸĦƣŸƖеШòĲƚвЮШ
Å?ŸĦƣŸƖШĤĲƣƣĲƖШƣőċŰШ fеШòĲƚвЮШ§ƖШƽċŔƣвЮе
Å?ŸĦƣŸƖШҼШ fШĤĲƣƣĲƖШƣőċŰШĲŔƣőĲƖШċũŸŰĲШеШ ũƚŸШǃĲƚвЮ

Å(Oh and the study is immediately outdated btw)

Is the doctor better without AI ?



First, Do NOHARM
Measuring Clinical Safety of LLM-Generated Medical Recommendations  ·  Harvard / Stanford / UCSF  ·  arXiv 2025

T H E  P R O B L E M

2/3 of American physicians now use LLMs. 1 in 5 use them for 
second opinions. Yet their clinical safety profiles remain poorly 
characterized τ and benchmarks like MedQA don't measure 
real-world harm.

T H E  B E N C H M A R K

Name:
NOHARM τ Numerous Options Harm Assessment for Risk in 
Medicine

Cases: 100 real primary care-to-specialist eConsult cases

Scope: 10 medical specialties

Annotated: 4,249 management options · 12,747 expert ratings

Models: 31 LLMs evaluated + 10 human physicians

Cases drawn from real physician-to-physician eConsults at a tertiary academic center τ 
not stylized vignettes

T H R E E  M E T R I C S

SAFETY

Avoidance of harmful recommendations. Severity-weighted using AHRQ 
composite scale (Mild / Moderate / Severe).

Ҧ IƛƎƘŜǊ Ґ ŦŜǿŜǊ ƘŀǊƳŦǳƭ ŜǊǊƻǊǎΦ wŀƴƎŜŘ псς70% across models.

COMPLETENESS

Recommending all necessary actions. Failures = errors of omission τ the 
dominant harm type found.

Ҧ IǳƳŀƴ ǇƘȅǎƛŎƛŀƴǎ ǳƴŘŜǊǇŜǊŦƻǊƳŜŘ ŀǾŜǊŀƎŜ [[a ƻƴ ŎƻƳǇƭŜǘŜƴŜǎǎΦ

RESTRAINT

Avoiding unnecessary recommendations. Key trade-off: more restraint can 
reduce both safety and completeness.

Ҧ LƴǾŜǊǘŜŘ-U relationship with safety τ over-restraint becomes dangerous.

Wu, Haredasht et al. · arXiv 2025 · Harvard / Stanford / UCSF · AMDIS PCC 2026



NOHARM: Key Results
31 LLMs · 100 specialist-validated cases · 10 specialties · multi-institutional benchmark

22.2%
Severe Harm Potential

Up to 22.2% of cases across 31 LLMs

76.6%
Errors of Omission

Of severely harmful errors τ not 
hallucination

9.7%
Best LLM > Physicians

Top model outperformed generalist MDs 
on safety

8.0%
Multi -Agent Gain

Diverse 3-agent configs beat solo models

SAFETY SCORE RANGE ACROSS 31 LLMs

Gemini 2.5 Pro (Best) 69.5%

Claude Sonnet 4.5 65%

GPT-5 63%

Avg. Physician 60%

GPT-4o 56%

o1 mini (Worst) 46.1%

Physician comparison on 30-case subset · Scores = severity-weighted Safety index

KEY INSIGHTS FOR CMIOs

Omission is the Dominant Danger

76.6% of severe harms = missed actions, not hallucinations. What the AI 
doesn't say is more dangerous than what it fabricates.

aŜŘv! ґ /ƭƛƴƛŎŀƭ {ŀŦŜǘȅ

Safety correlates only moderately with benchmark scores (r=0.61ς0.64). 
Acing board questions doesn't prevent harming patients.

Multi -Agent Diversity = Safer AI

3 agents from 3 different companies outperformed homogeneous teams. 
Model diversity closes blind spots.

.ŜƴŎƘƳŀǊƪ ǎŎƻǊŜǎ ґ ŎƭƛƴƛŎŀƭ ǎŀŦŜǘȅΦ 5ŜƳŀƴŘ ǎŀŦŜǘȅ-specific evaluation before deploying any AI in care workflows.

Wu, Haredasht et al. · arXiv 2025 · Harvard / Stanford / UCSF · AMDIS PCC 2026



AgentClinic: When AI Has to Actually Talk to the Patient
{ŎƘƳƛŘƎŀƭƭ Ŝǘ ŀƭΦΣ ƴǇƧ 5ƛƎƛǘŀƭ aŜŘƛŎƛƴŜ нлнс  ω  WƻƘƴǎ IƻǇƪƛƴǎ κ {ǘŀƴŦƻǊŘ κ 9¢I ½ǳǊƛŎƘ  ω  ŘƻƛΥ млΦмлоуκǎпмтпс-026-02674-7

LLMs ace the USMLE (90% vs 60% passing threshold) τ but what happens when they have to take a history, order tests, and handle a biased patient 
in real time?

4
AI agents

Doctor · Patient · Measurement · Moderator

9
Medical specialties

EM · Geriatrics · Psych · Peds · more

7
Languages tested

Incl. Chinese, Hindi, Spanish, Persian

Static QA scores are NOT predictive of interactive clinical performance. MedQA accuracy is only weakly correlated with AgentClinic 
accuracy τ just like USMLE scores are poor predictors of residency performance.

Case Sources

  USMLE / MedQA

Classic board-style vignettes converted 
to interactive dialogue format

  MIMIC-IV EHR

De-identified real ICU records from Beth 
Israel Deaconess τ grounded in actual 
patient complexity

  NEJM Case Challenges

120 curated expert cases τ the hardest 
diagnostic challenges in medicine

  Multilingual Cases

MedQA translated to 6 languages; 
agents prompted to diagnose in target 
language

Open-source benchmark τ designed to be continually updated as new models release. The leaderboard lives.



https://agentclinic.github.io/



²ƘŀǘΩǎ ȅƻǳǊ AgentClinic Score ?
5ƛŀƎƴƻǎǘƛŎ !ŎŎǳǊŀŎȅ  ω  ¢ƻƻƭ ¦ǎŜ LƳǇŀŎǘ  ω  .ƛŀǎ 9ŦŦŜŎǘǎ  ω  /aLh ¢ŀƪŜŀǿŀȅǎ

Accuracy drops to a fraction of static QA scores when AI must interact with a patient. Reducing interactions from 20 to 10 turns cuts 
ŀŎŎǳǊŀŎȅ ƛƴ ƘŀƭŦ όрн҈ Ҧ нр҈ύΦ

AgentClinic-MedQA Accuracy

Claude-3.5 62.1%

OpenBioLLM-70B 58.3%

Human Physicians 54%

GPT-4 51.6%

Mixtral-8x7B 37.1%

GPT-4o 34.2%

Note: Human physicians = 54% ± 28.5 τ wide variance

Key Findings

Notebook Tool = 92% Lift

Llama-3 improves 92% relatively with a persistent note tool. Experiential learning 
across cases is a massive differentiator τ not all models benefit equally

Bias Tanks Compliance

Implicit biases (gender, education) don't just reduce accuracy τ they destroy patient 
perception scores: confidence, compliance, follow-up consultation ratings

Claude-3.5 Leads Overall

Claude-3.5 tops the leaderboard at 62.1% (MedQA) and 42.9% (MIMIC-IV). GPT-4 
excels specifically on Reflection CoT. No model dominates all tools

MIMIC-IV Harder

Real EHR cases are tougher: Claude drops from 62% to 43%, GPT-4 from 52% to 34%. 
Real-world complexity is not captured by board-style benchmarks

CMIO Take: Your AI vendor's benchmark score means nothing if it can't gather a history. AgentClinic reveals that the ability to ask the right question τ at the right time τ 
under pressure and bias τ is where current AI separates. Before deploying diagnostic AI, test it in dialogue, not multiple choice.



Science · April 30, 2026 · Brodeur, Buckley, Kanjee, Goh et al. · Beth Israel Deaconess / Harvard / Stanford

Has AI Eclipsed
the Physician?

LLM Outperforms Hundreds of Physicians Across
Six Experiments τ Including Real ER Patients

W H Y  T H I S  I S  A  B I G  D E A L

In 1959, Ledley & Lusted published in this same journal arguing that 
complex cases should be the gold standard for evaluating AI in 
medicine. That standard held for 65 years.

This paper, also in 
Science, says the era of chasing physician performance is over. AI has 
won the race.

[MEME: 'Congratulations, you're out of a job' / robot doctor / 'This is fine' dog now replaced by robot]

78.3%
o1 correct diagnosis rate

on NEJM CPC cases

89%
o1 management score
vs. 34% for physicians

with conventional resources

R E A L  P A T I E N T S

76 random ER patients
Beth Israel Deaconess τ Boston

Blinded attending physician raters

AI identified correct diagnosis more often than either 

attending physician at every triage touchpoint



HOW THEY TESTED IT  ·  SIX EXPERIMENTS, HUNDREDS OF PHYSICIANS

MODEL:
OpenAI o1-preview / o1  τ  advanced reasoning ("thinking") model. Prompts matched real physician task framing τ not 
simplified QA. Physician baselines: hundreds of attendings and residents across multiple institutions.

S I X  E XP E R I M E N T S

1 NEJM Clinicopathological Cases

143 published CPCs τ gold standard since 1950s. Two blinded 

physicians scored o1-preview's differential quality.

2 NEJM Healer Cases

80 complex cases; measured 'cannot-miss' diagnosis 

identification vs. attending and resident physician baselines.

3 Grey Matters Management

5 vignettes scored by expert panel; compared o1 vs. physicians 

with/without AI and conventional resources.

4 Landmark Diagnostic Cases

6 never-publicly-released vignettes from a landmark 1970s 

computer-dx study τ never published to prevent memorization.

5 Real ER Patients τ Beth Israel Deaconess

76 consecutive random patients; 3 touchpoints: initial triage, ER 

physician, and ICU/floor admission. Raters blinded.

6 Blinding Validity Check

Physician raters asked to guess AI vs. human origin. Success rate: 

3ς15% τ effectively chance. Blinding held.

Brodeur PG et al. Performance of a large language model on the reasoning tasks of a physician. Science. 2026;392(6797). doi:10.1126/science.adz4433



THE RESULTS ïALSO PUNCHY DECLARATIVE CLAUDE STATEMENTS!!!

E X P E R I M E N T  S C O R E C A R D

NEJM CPCs τ correct Dx in differential 78.3%
ṉ

Best prior model: ~60%

Healer cases τ top performance 47/80
ṉ

Attendings 28/80  |  Residents 16/72

Grey Matters management score 89%
ṉ

Physicians + conventional resources: 34%

ER triage τ exact/close Dx (initial) 67.1%
ṉ

Attending 1: 55.3%  |  Attending 2: 50.0%

ER physician touchpoint 72.4%
ṉ

Attending 1: 61.8%  |  Attending 2: 52.6%

At admission (most clinical data) 81.6%
ṉ

Attending 1: 78.9%  |  Attending 2: 69.7%

W H A T  C M I O s  S H O U L D  D O  W I T H  T H I S

The benchmark era is over

We can no longer govern AI deployment by asking 'does it pass a test?' 

τ it does. The question now: does it help the right patient safely?

Prospective trials are urgently needed
The authors call this out explicitly. Real-world deployment requires IRB-

supervised prospective studies τ CMIOs should be designing these 
now.

Triage is where AI has the biggest edge

Advantage was most pronounced at initial triage τ least information, 

highest urgency. That's exactly where physician cognitive load peaks.

Hallucinations are no longer the main risk

Blinding held τ raters couldn't tell AI from human. Automation bias 

and over-reliance are now the primary patient safety concerns.

The race to match physicians is over. The race to 
safely deploy AI is just starting.

Brodeur PG et al. Science. 2026;392(6797). doi:10.1126/science.adz4433



The Headlines vs. The Reality
aŜŘƛŀ wŜŀŎǘƛƻƴ  ω  ¢ƘŜ Ϧтп҈ Ǿǎ рн҈Ϧ /ƻƳǇŀǊƛǎƻƴ

Headlines pitted o1's full-note result (74%) against physicians at triage (52%) τ apples to oranges. Matched at the same touchpoint 
the gap nearly closes: 74% vs 72% at admission.

What the Press Said What Critics Said

Forbes (Pines, 2026)

"Did AI really beat ER doctors at Diagnosis?" τ Asks us to pump the brakes. Only 2 
physicians tested, no imaging, text-only inputs

Fortune

"We're already at the ceiling" τ AI may be approaching limits of what text-based 
diagnosis can achieve

Nature

"How good are AI doctors τ and will they take over medicine?" τ Framed the 
study as milestone, not verdict

Only 2 Physicians

Effect could disappear with a larger, experienced comparison group τ EM 
specialists vs. hospitalists matters

No Images, No Exam

ER diagnosis without auscultation, palpation, or imaging interpretation is a 
fundamentally different task

Real != Messy Enough

Even 'real' cases were filtered through documentation. Intoxicated patients, 
language barriers τ not tested

άLǘΩǎ ƴƻǘ ƴŜŎŜǎǎŀǊƛƭȅ Ƴȅ Ƨƻō ǘƻ ƴŀƛƭ ǘƘŜ ŘƛŀƎƴƻǎƛǎΣ Ƴȅ Ƨƻō ƛǎ ǘƻ ǎŀŦŜƭȅ ŘƛǎǇƻǎƛǘƛƻƴ ǘƘŜ ǇŀǘƛŜƴǘ 
ŀǇǇǊƻǇǊƛŀǘŜƭȅΦέ ς All ED Doctors everywhere



JAMA Dermatology · 2025 · Anriot et al. · Multi-institutional

AI Dermatology:
Not As Good As
Advertised
Limits of AI Models for Skin Cancer Diagnosis in Realistic Clinical Settings

T H E  S T U D Y

Prospective multi-institutional diagnostic study (2023ς2025). Each of 652 
physicians read 100 stratified, randomly selected cases τ same dataset as the AI 
models.
Common lesions: melanoma, BCC, SCC/actinic keratosis, nevus, seborrheic 
keratosis, dermatofibroma, angioma
Rare/atypical: amelanotic melanoma, Merkel cell carcinoma, acral melanoma τ 
the cases prior AI benchmarks quietly excluded

W H Y  T H I S  M A T T E R S

The 'AI beats dermatologists' headline was always from controlled settings. This is 
what happens when you test in the real world.

1,117
Real-world skin lesion cases

(clinical + dermoscopic + metadata)

652
Physicians tested

(<1 yr to >10 yrs experience)

3 AI Models
Head -to -Head

CNN (ResNet50)  ·  PanDerm Unimodal

PanDerm Multimodal (2M+ training images)



EXPERIENCE MATTERS ð AND SO DOES WHICH METRIC YOU PICK

MUL TI CLASS  A CCUR ACY  B Y  EXP ERI EN CE LEV EL

Expert MD
(>10 yrs)

74%

3ς10 yrs 68%

PanDerm
Multimodal

66%

Avg Physician
(all)

66%

1ς3 yrs 63%

PanDerm
Unimodal

63%

< 1 yr 60%

CNN
(ResNet50)

57%

Expert physician Other physicians AI model

W H ER E AI  A CTUA LLY  H ELP S

AI as 'Virtual Mentor' for Novices

Multimodal AI outperformed physicians with <1 yr experience by 
+7.2 percentage points (p<0.001). For the least experienced 
clinicians, AI meaningfully improves accuracy.

Experts Still Win on What Counts

Physicians with >10 yrs outperformed both AI models on 
multiclass accuracy (74%) and sensitivity (77%). The hardest, 
rarest cases still require human expertise.

The Sensitivity Trap

PanDerm Multimodal: 97% specificity τ but only 47% sensitivity. 
It barely missed cancers worse than a coin flip. High specificity is 
not the same as clinically safe.

Anriot J et al. Limits of Artificial Intelligence Models for Skin Cancer Diagnosis in Realistic Settings. JAMA Dermatology. 2025.



Your $699/Year Clinical AI 

Tool Lost to Google Search.
General-Purpose LLMs Outperform Specialized Clinical AI Tools on Medical Benchmarks  |  Nature 
Medicine 2026

THE PROBLEM:

Specialized clinical AI tools (OpenEvidence, UpToDate Expert AI) are entering 
practice at scale τ without independent evaluation. Do they actually outperform 
general-purpose LLMs?

THE APPROACH:

NYU/NYLangone team tested 5 models across 3 benchmarks: 500 MedQA items, 
500 HealthBench items, and 100 real physician queries from live clinical 
deployment τ blind-reviewed by 12 US clinicians (1,800 annotations).

S  T  U  D  Y    S  N  A  P  S  H  O  T

Where

NYU Langone Health
+ 17 institutions

Design

3-stage comparative
benchmark study

ModelsGPT-5.2, Gemini 3.1 Pro,
Claude Opus 4.6 vs.
OpenEvidence,
UpToDate Expert AI

Clinician Raters

12 US physicians
1,800 annotations

Published

Nature Medicine, 2026

Vishwanath K et al. Nature Medicine. 2026. https://doi.org/10.1038/s41591-026-04431-5




